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Today

* Why indexing?

* Conventional indexes (dense/sparse)
* Multi-level iIndexes

* Secondary indexes

* B-trees

* Analysis of B—-trees

* Next time: Hash indexes



Why indexing?

* Common queries involve conditions on the

values of attributes, e.g.
SELECT * FROM R WHERE a=11
SELECT * FROM R WHERE 0<= b and b<42

* | ndexing an attribute (or set of attributes)

speeds up finding tuples with specific values.
(There are other speed—-ups as well.)

* Conceptually similar to index in a book.



Problem session

Consider an index data structure "similar
to" the iIndex In a book.

How many steps does it take to find the
occurrences of a specific term?

What about the number of 1/0s?
Does your encyclopedia have an index?
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Dense Index Sequential File
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Sparse Index Sequential File

10 >110
30| - 20
50 \\
70 30

\ 40
90
110 50
130 60
150 .

70

170 80
190 30
210 0
30 \



Sparse 2nd level Sequential File
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Sparse vs. Dense Tradeoff

* Sparse: Less index space per record
can keep more of index in memory

* Dense: Can tell if any record exists
without accessing file

(Later:
— sparse better for insertions
— dense needed for secondary indexes)



Summary of terms

* Index on sequential file
* Search key (can be # primary key)
* Primary index (on sequencing field)

- secondary index works on other fields
* Dense index (all search key values in)
* Sparse index (one search key/ block)

* Multi- level index (index on index)
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Next:

* Duplicate keys

* Deletion/Insertion

* Secondary indexes
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Duplicate keys
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Duplicate keys

Dense index, one way to implement?
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Duplicate keys

Dense index, better way?
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Duplicate keys

Sparse index, one way?

careful if looking
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Duplicate keys

Sparse index, another way?

— place first new key from block
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Deletion from sparse index
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Deletion from sparse index

— delete record 40
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Deletion from sparse index

— delete record 30
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Deletion from sparse index

— delete records 30 & 40
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Deletion from dense index
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Deletion from dense index

— delete record 30
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Insertion (sparse index case)

10

20

30| —

40 30

/1]

60

50

=SS

60




Insertion (sparse index case)

— Insert record 34
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Insertion - using overflow blocks

— Insert record 25
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Insertion — immediate reorganization

— Insert record 15
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Secondary indexes

Sequence
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Secondary indexes
* Sparse index

does not make sen

Sequence
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Secondary indexes
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Duplicate values & secondary indexes
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Duplicate values & secondary indexes
one option...
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Uses more space than necessary



Duplicate values & secondary indexes
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Example:

Using indexes to compute intersections

Attributes in relation Indexes
Name, dept, floor, Name: primary
picture... Dept: secondary

Floor: secondary
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Query: Get employees In
(Toy Dept)/ (2nd floor)

Dept. index Relation Floor index
I E— d \
Toy Se - // " 2nd

- Intersect toy bucket and 2nd Floor bucket

Bucket pointers are small LI tuples may be big
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Problem session

ldentify some problems with the
"conventional” index structures we have
seen, consider e.g.:

— Many insertions in the same place.

— Many deletions around the same place.

— Relations that vary a lot in size.
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Problems with conventional
Indexes

* Lack a way to efficiently insert new keys
Into the index (only overflow blocks).

* Lack a way of removing keys from the
iIndex without leaving big "holes".

* Number of levels of indexing fixed
(problem if data size changes a lot).
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Example

<33
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B-trees

* Can be seen as a general form of multi-
level iIndexes.

* Allow efficient insertions and deletions
at the expense of using slightly more
space.

* Popular variant: B*- tree
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B'—tree Example
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Sample internal node
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Sample leaf node:

From internal node

In sequence
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Searching a B*- tree
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Above: Search path for tuple with key 101.

Question: How does one search for a range of keys?
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In textbook’s notation

Leaf:
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B*—tree Invariants on nodes

* Suppose a node (stored Iin a block) has
space for n keys and n+1 pointers.

* Don’t want block to be too empty:
Should have at least [{n+1)/2LJnon—null
pointers.

* Exception: The root, which may have
only 2 non—null pointers.
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Other B*—tree invariants

(1) All leaves at same lowest level
(perfectly balanced tree)

(2) Pointers In leaves point to records
except for “sequence pointer”
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Insertion Into B*- tree

(a) simple case
— space available in leaf

(b) leaf overflow
(c) non- leaf overflow
(d) new root
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(d) New root, Insert 45
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Deletion from B*- tree

(a) SImple case - no example
(b) Coalesce with neighbor (sibling)

(c) Re- distribute keys
(d) Cases (b) or (c) at non- leaf
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(b) Coalesce with sibling
— Delete 50

<« 10
«—20
<130
<— 40

n=4

52



(c) Redistribute keys
— Delete 50

n=4
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n=4

(d) Non- leaf coalese

— Delete 37

AN
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B*- tree deletions in practice

— Often, coalescing Is not implemented
(too hard and not worth it!)

— An alternative Is to use tombstones
(perhaps with global rebuilding).
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Problem session:
Analysis of B'- trees

* What is the height of a B*-tree with N
leaves and room for n pointers in a node?

* What Is the worst case I/O cost of
— Searching?
— Inserting and deleting?
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B'—tree summary

Height < 1+log_ N, typically 3 or 4.
Best search time we could hope for!
(Exercise for next week.)

If keeping top node(s) In memory, the
number of I/Os can be reduced.

Updates: Same cost as search, except for
rebalancing.
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More on rebalancing

* The book claims (on page 645):
"It will be a rare event that calls for splitting
or merging of blocks".

* This is true (in particular at the top levels),
but a little hard to see.

* Easier seen for weight- balanced B- trees.
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Weight-balanced B—-trees

(based on [Pagh03], where n corresponds to B/2)

* Remove the B'—tree invariant;
There must be [{n+1)/20non—null

pointers In a node.

* Add new weight invariant:
A node at height | must have weight
(number of leaves in the subtree below)
that is between (n/4)' and 4(n/4)'.
(Again, the root Is an exception.)
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Weight- balanced B- trees

Consequences of the weight invariant:

o Tree heightis < 1+log_ N (almost same)

* A node at height | with weight, e.qg.,
2(n/4)" will not be need rebalancing until
there have been at least (n/4)' updates in
Its subtree. (Why?)
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Rebalancing weight

e, MOTE than 4(n/4) '

leaves in subtree

[1 weight balance
New insertion in subtree

Invariant violated
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Rebalancing weight

G NOde IS split into
two nodes of weight
. around 2(n/4) ', i.e.,

far from violating
the invariant
(details in [Pagh03])
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Weight- balanced B- trees

Summary of properties

* Deletions similar to insertions (or: use
tombstones and global rebuilding).

» Search in time O(log_N).

* A node at height | is rebalanced (costing
O(1) 1/0s) once for every Q((n/4)"

updates In Its subtree.

63



Summary of lecture
Indexing is a "key" database technology.

Conventional indexes sufficient if
updates are few.

B-trees (and variants) are more flexible
— The choice of most DBMSs.

— Theoretically "optimal” (in a sense to be
discussed in next exercise class).

Next time:

Hash indexes — sometimes even better!
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